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I. INTRODUCTION

Due to the improvement of technology and the decline in
the cost of robots, there is an increasing push to place robots in
homes. However, robots placed in unstructured environments
such as the home need to deal with the uncertainties of the
environment. A multisensory representation of the world is
important for robust interaction with the environment and
recent work in the area show that using multiple sensory
modalities can be learned through data collected through
exploration and is beneficial for manipulation [12, 13, 10, 6].
Take for example a lamp similar to the one seen in Fig. 1.
While the robot could rely on visual information to determine
if the light has been turned on, it can also utilize touch to
detect the change in pressure and sound to hear the click of the
switch. This allows the robot to naturally develop contingency
cases (e.g. light bulb is broken). Furthermore, a robot could
adapt its control schemes to the environment by using feedback
on each of its sensor modalities (e.g. pull until a particular
force, hears a click, or sees light). This also shows how skills
can be represented as low-level primitives (e.g. pull, grasp),
which connect naturally to the different sensory modalities.

For a robot to quickly to learn about the different sensory
modalities and utilize them for manipulation, we use learning
from demonstration (LfD) [2] to gather data of various manip-
ulation skills. From these demonstrations, we use segmentation
to separate the skills into low-level primitives, which are each
individually modeled, similar to work from [9, 7, 8, 11, 3].
This allows the robot to adapt its actions and repeat and/or
select different segments to successfully complete a task.
While prior work autonomously segment trajectories, they do
not utilize all three sensory modalities (i.e. visual, haptic,
and audio). Furthermore, any combination of modalities (typi-
cally visual and proprioceptive), use carefully crafted features
spaces (e.g. contact features for pick and place) to guide
segmentation. The closest work that uses all sensory input is
Kappler et al. [6], where they expand the notion of Associated
Skill Memories (ASM) to include multimodal information
about the effects of the actions. The sensory inputs include
visual, haptic, and auditory information. However, this work
does not segment the trajectory automatically. Instead, they
rely on a provided manipulation graph. Unlike prior work, we

Fig. 1: Our experimental platform, with the four different objects
it interacted with. From left-to-right they are a lamp, a pasta jar, a
plastic drawer set, and a breadbox

look at how the different sensory modalities can improve the
segmentation. Initial results show that for a variety of everyday
skills, no single modality or feature space is best. Instead,
we motivate future work on algorithms that simultaneously
determine the best segmentation and feature space.

II. APPROACH

Typical LfD approaches for skill learning focus primarily
on the given demonstration. However, in order to collect
the multisensory data without extraneous information from
the human, we use the data collected during execution of
the demonstration rather than the demonstration. This section
walks through how we collect this data for a variety of
manipulation skills and then autonomously segment the data.

Demonstration: To get demonstrations, we use keyframed-
based kinesthetic teaching [1]. With the demonstration, we
use human-guided exploration [4], where the robot executes
a trajectory generated using the provided keyframes while a
person modifies the environment to collect varied interactions.
This work requires a person to be present for every interaction,
but future work will include robot self-exploration [5].

Data: During execution, we record several different sensory
streams that include F/T from an ATI Mini40 F/T sensor
mounted at the robot’s wrist, torques from the under-actuated
4 degree-of-freedom (DOF) hand, proprioceptive information
about the arm (position of the end effector (EEF)), and
visual information from an ASUS Xtion Pro RGB-D sensor
mounted above the workspace. Future work will include an
unidirectional microphone mounted near the EEF.

Segmentation: To segment the demonstration, we use a
state-based transitions autoregressive hidden Markov model
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Fig. 2: (a) Turning on a lamp. The blue lines are hand generated segments. Top: Force data (note: positive y-axis is pointed downwards).
Bottom: Finger joint torques. (b) Visual camera stream before and after the final segment of the lamp turning on.

(STARHMM) [8], which has been used successfully to seg-
ment trajectories that contain visual and haptic information.
Specifically, the STARHMM models the segments as hidden
states that are estimated by looking at the robot actions and
effects in sensory space. For this initial work, we look at how
a STARHMM performs at segmenting a skill compared to a
standard hidden Markov model (HMM) using several multi-
sensory inputs. We also hand-segment the skill to understand
how the different modalities affect the segmentation.

III. INITIAL EXPERIMENTAL RESULTS

To understand how different sensory inputs affect segmen-
tation of skills, the robot interacted with several objects of
varying manipulation difficulty and sensory input.

• Lamp: initially off and turned on by pulling the chain.
• Drawer: initially closed and pulled to open.
• Pasta jar: the jar can be pushed across the table.
• Breadbox: initially closed and opened by lifting the lid.
Due to space, we focus on results from interacting with

the lamp. We first look at the raw sensory input and how
it relates to the hand-segmented sensory stream. We focus on
two different data streams: forces at the wrist, and joint torques
of the fingers. These can be found in Fig. 2a along with the
possible segments found through manual segmentation. The
segments roughly correspond to four specific states (1) the
arm approaching the lamp, (2) the hand grabbing the chain, (3)
pulling the chain, and (4) the lamp turning on. For delineating
the first three segments, the finger torques play a large role in
selecting the best location to split. However, it is unclear where
the final split should occur using forces or contacts. In Fig. 2b,
the camera mounted above the scene does capture this change,
where we can see the before and after image at the final
segment point. This suggests that for certain types of motions
(e.g. grasp vs. click), different sensory spaces play a larger role
in segmentation and future work will look at algorithms that
simultaneously determine the best segmentation and feature
space across a variety of skills and primitive motions.

To verify that the hand-segmentation did not miss patterns
in the data, we tested a standard HMM and STARHMM at
segmentation of the data (Fig. 3) using the contact information

Fig. 3: Segmentation from STARHMM and HMM. The blue lines
indicate the hand-labeled segments similar to Fig. 2a. The different
suggested segments can be seen the black lines where both the
STARHMM and HMM estimate the most likely state at each point
in time. The grey lines are the normalized contact data from the F/T
plate, the finger torques, and EEF position relative to the lamp.

seen in Figure 2a as well as EEF position relative to the lamp
(features similar to [8]). Both STARHMM and HMM find the
contact point of the hand, but fail to find the correct location of
the lamp turning on. This supports our hypothesis that certain
sensory spaces are better at finding some segments, while other
sensory channels are needed for others.

In this abstract, we illustrate our approach to learning
manipulation skills by using multisensory data and segmenta-
tion. Our experiments show that different sensory spaces play
different roles across different primitive actions. In addition to
looking at algorithms that simultaneously determine the best
segmentation and feature space, we will look into convert-
ing the visual image into features that can be used in the
STARHMM. Furthermore, will extend the data collection to
utilize a microphone near the EEF to capture audio information
of each skill, and look into how to represent each segment in
order to execute the skills.
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